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Abstract

Many application domains, including athletics and
surveillance, can benefit from quickly detecting specific
actions in video. We present a method for detecting
common human action in these video streams using
intuitive sketches of objects and motion cues. The
application presented in this paper is an automated end-
to-end system which (1) interprets the sketch input, (2)
generates a query video based on motion cues, and (3)
incorporates a recently developed video similarity
measure for matching. Our preliminary results show
videos that correspond strongly to the search concept
generally score higher than unrelated videos.

1. Introduction

Automated human activity detection from video is an
important problem that plays a role in many domains

including athletics and surveillance. Possibleliapfions
include searching archived athletic footage foiretance
of a particular action or detecting instances pféicular
action in a real-time security setting. Howeverarshing
through a video (or a database of videos) is atillopen,
challenging problem. In a typical video queryirngsario,
a user needs to provide some type of descriptiothef
intended action.

which do not match directly to the content of thdeo;
instead, a textual query is matched to metadatcided
with the video such as the title, description, @em
comments. The possibility of incomplete or incotre
metadata is a well-known limitation to this approad his
has led to a host of methods that fall under thereita of
content-based video retrieval (CBVR).

The literature on CBVR is extensive; see [1] andf¢2
surveys. Multiple taxonomies exist for the classifion

of CBVR approaches. To ground the method we ptese

in this paper, we focus on two broad classes dfrigeies
based on the query input: (1) text-based (or cardsaped)
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Commercial solutions such as &oog
Video and Youtube typically employ search methods

(b)

Figure 1: (a) An example input sketch of a wavdoact
(b) A frame from a high-scoring video search result

@)

approaches and (2) example-based approaches. Text-
based approaches, such as [3], typically rely omeso
(semi-supervised or unsupervised) step of groupitdgos
together based on some concept and refining thetsea
within each cluster to obtain the desired restikample-
based approaches, as done in [4], typically meagekufes

of the query video against those in the databadeetarn
high-scoring matches.

There are advantages and disadvantages to both
methods. Text-based approaches work when the rdonte
of the videos can be described succinctly. Alsoe-f
tuning search results using new queries is simpleghe
user can select new keywords to try. Howevegseh
methods fail in the cases where the query is anobigu
(e.g., “driving” for cars versus swinging a golfub).
Additionally, videos may contain many secondaryectg
that may be overlooked during grouping if classifion is
based upon the primary object or action in thewide

Example-based approaches can overcome the linmitatio
of ambiguous searches because a query video is more
informative than a text label and many approacheést e
Nfor matching pairs of videos (feature-based, gtesis
based, etc.). However, finding representativeasde use
for querying other videos can be difficult. More
specifically, if a video strongly matching a seacotmcept



were easily obtainable, it might not be necessary t
perform the query in the first place. Thus, such
approaches are limited to scenarios in which ther us
wishes to find other similar videos to one thatlseady
available.

In this paper, we present a method for querying
databases of videos containing articulated objecish as
moving humans. Our method relies on using inteitiv
hand-drawn sketches of objects and motion cuesieises
for video retrieval. We believe that allowing theer to
provide the input in this manner combines the fesures
of both the text- and example-based approachese Th
application presented in this paper is an automeeidto-
end system which (1) interprets the sketch inp@), (
generates a query video based on motion cues, 3nd (
incorporates a recently developed video similarigasure
for matching. The resulting search query is more

I\

Figure 2: (a) A sketch generated using the freghtawing

@ b)

informative than a text-based approach and does not interface. (b) A sketch generated using the huimady

require that the user explicitly provide an examygtio.
Figure 1 shows an example input sketch and a kegra
from a high-scoring video search result.

Sketch recognition is a related area where the igdal
infer the semantics of an input sketch. Unlike stho
methods, (e.g. [5]), we are not interested in digeg the
action represented in the sketch, nor do we needltect
the gesture information associated with creatiegstetch.
Our goal is to search a video database or streana fo
conceptual match. Searching image and video dsgaba
using sketches is a natural solution to the texioput
problem that has previously been explored. In {6g
author presents a method using a sketch-basedsyste
search a large static image database. In [7]athkors
present a system which queries videos using sketche
motion cues and mainly provides for queries foayisin
the translation of objects in a viewing frame amd the
finer-grained articulated motions that our system i
capable of matching.

The paper is organized as follows. In Sectiowe,
describe our approach for interpreting sketchesSdction
3, we explain our method for matching a query video
against a database. In Section 4, we show thamnaly
results of testing our method using a publicly E@e
human motion data set. In Section 5, we discugseso

model interface. The figure is manipulated bykitig and
dragging at the joint locations.

advance. In order to search a video databass lmasan
input sketch, it is first necessary to examine itinaion
cues and infer what motion is being described.
selected arrows as an intuitive method of depiatiaying
objects. For both types of input, the arrows aseduto
infer the intended motion of image components, and
animation sequence is generated from the input émag
Subsequently, the resulting video is used as al&enfor

an example-based search of a video database. idn th
section, we describe how we interpret sketches.

We

2.1. Input methods

The user has the capability to initialize a seajabry
by supplying a freehand sketch (see Figure 2.aur O
system includes a sketch drawing application which
provides two drawing modes: (1) figure mode and (2)
arrov mode. In figure mode, the user has access to
various drawing tools to specify the structurehd figure.
In arrow mode, the user can click and drag onriege to
draw a motion arrow.

For representing human motion, we also a provide
point-and-click interface to produce sketches by

potential uses for the ideas presented here and thénanipulating a human body model (see Figure 2Td)is

limitations of our current approach. In Section vée
conclude and discuss future directions for thiskwor

2. Interpreting sketches
The input image can either be provided as a fragthan

interface  works similarly to the sketch drawing
application, except the user does not explicitlgvdithe
figure. Instead, limbs on a human puppet figure ar
positioned and resized by clicking and draggingjtiet
locations. This method is a more robust approaeim t
freehand sketching because the connectivity of the

sketch or generated from a human body model using askeleton, as well as the locations of joints, iseady

point-and-click application. While the former alle for
the motion of arbitrary objects, the latter is moobust for
human motion because the skeletal structure is know

known to the system, which reduces the errors &ssoc
with misinterpretation of the sketch.



2.2. Interpreting arrows .

human motion, a freehand sketch could potentiahtain
objects other than human figures. Furthermorearaow
in these images can either refer to a specific ngvi
component of an object (for example, a limb on eéuo)
or the entire object moving as a whole (see Figugg.
Thus, it is necessary to examine the object’s shel¢o
determine the joint locations which separate theahte
components of the figure. To accomplish this,eglfiand (@) (®) ©
sketch is first blurred using a Gaussian kernel and Figure 3: (a) A freehand sketch with arrows indugt
thresholded to produce a binary image. Then, aiahed movement. (b) The image after skeletonization sittows
axis transformation algorithm is applied to generat projected back onto the skeleton. (c) The detetitesl
skeleton of the image. segments and joint locations.

We project the arrow in the reverse direction oae th
skeleton image until the skeleton is contacted Egare
3.b). We assume that the point of contact, whiehcall
the origination point, lies on the moving componkeeaing
referenced by the arrow. To determine the componen
each origination point lies on, the Hough transf¢&his
applied on a local neighborhood around the polntour
implementation, the local neighborhood is definegd b
tracing n pixels along the skeleton from the origination
point in the direction towards the center of mass.our
tests, we found that 20 pixels accurately sampéelitie
segment in a 250 x 300 pixel sketch. The largeakpn
the Hough transform is considered to be the line
representing the component’s skeleton. The entipaoiin
the line segment that corresponds to this lindénimage
are then calculated. The endpoint that is closlestg the
skeleton towards the center of mass is the detgoirt
location for the component (see Figure 3.c). & denter
of mass is reached before the end of the line segien
we interpret this to mean that the arrow motion nfikely
corresponds to a movement of the overall object.

For sketches produced by manipulating the humas bod
model, interpreting the arrows is a much simplexcpss
since the connectivity of the skeleton and locatiar
joints are already known in advance. The origorati

While we are primarily concerned with videos invaty l

account for this possibility, the parent of eacimponent,

if any, is calculated by tracing from the joint &iion
along the skeleton towards the center of mass tectle
other joints. For images generated from a humay bo
model, the parent-child relationship between joiigs
already known. Additionally, it is not necessany t
segment the image into separate components, shee t
system can generate an image with transformed
components from the ground up.

In the rotation phase, the overall angle of compbne
rotation is determined by computing the angulafiediénce
between the component vector and the vector formed
the joint location and arrow end point. For eadmfe,
each component is rotated bydegrees, where; iis total
angular rotation divided by the number of framezhild
components are rotated first, and added to thenpéoe
rotation. Thus, motions from multiple components a
combined to produce more complex motion sequences
(see Figure 4). Though the motion sequence may®ot
visually pleasing, the imperfections in the prodlie@eo
will not significantly affect the matching processs we
demonstrate in the next section.

3. Matching videos

points are calculated in a similar manner by prijec We chose a feature-based approach to matchingsiideo

each arrow in reverse until the skeleton is corthct For this problem, we need a representation thatefsdtie
content of the video rather than the appearanceesi

2.3. Sketch animation sketches typically do not share appearance chaistitte

. . . with real video.
To generate a sequence of images which estimages th

motion represented by a sketch, it is first neagssa
segment the image into separate components abitie |
locations. This is done so that individual compusecan We implement the self-similarity descriptor presehin
be translated and rotated according to the motidicated [9], which measures self-similarity as a local imag
by the arrows. At each joint, the image is ‘cutray the property and has several advantages over othermitpes.
normal to the skeleton, separating the component the Despite large photometric differences between twages
rest of the object. In complex skeletons such wsan of similar objects, the corresponding self-simthari
figures, components may be the children of other descriptors are very similar. It performs wellnratching
components (such as the forearm and upper arm). Taimilar objects transformed by locally affine ornaogid

3.1. Featuredescriptor



(b)

Figure 4: (a) A freehand input sketch with mukiglrrows and frames from the generated video sequei) A sketch generated

from a human body model and the corresponding végepience.

deformations, which makes it robust to inexact chkes or
motion extrapolation.

This descriptor provides a compact descriptionhaf t
neighborhood around a given pixel. It is a multi-
dimensional spatial histogram (3D, in our case)cWhi
represents how similar the neighboring pixel regiare to
a given image location. Figure 5 shows a desarifmio2
matching regions in a sketch and an image. Eveugth
the appearance of each image differs, the conteboth
regions are similar and, thus, the histogram regmtagions
match. For video sequences, the self-similaritycdptor
is extended into space-time to produce a corralatio
volume. However, for clarity, we only show the 2D
representation.

= -"--/
Figure 5: Self-similarity descriptors for two pigsdh a sample
frame and sketch. The self-similarity of the region
surrounding each location is similar and, thus, hlstogram
representations are close.

This feature can be calculated at every pixel locaih
a video. However, matching two videos only recgliee
small number of corresponding feature matches, so w
compute a self-similarity descriptor af locations within
the silhouette, selected at random, whege<(n) and n is
the number of pixel locations within the silhouett€his
method is significantly faster because it only ekxmsn
pixels that are determined to be informative, basetheir
presence on the silhouette of the object. Theltegiset
of descriptors is combined to form an ensemble whic
describes the spatio-temporal self-similarity of #ntire
video. When performing searches on a collection of
videos, the feature vectors can be computed offlind
stored in a database for quicker searching. Tdusgng
retrieval, it is only necessary to compute the sride for
the input sketch.

3.2. Matching animated sketches with videos

Matching is accomplished in a manner similar to][10
which is based on the Generalized Hough Transfarh [
Figure 6 illustrates the process. For the animatezich
video, we calculate gnself-similarity features. Figure 6.a
depicts the locations of 4 example features. Fathea
feature in the animated sketch, we calculate the
displacement(s) from a location that we call thetee of
action. The result of this is a codebook whichvjates list
of displacements given a feature (see Figure 6Uging
this codebook, we now score all of the locationghia
videos of our database. For each feature frondat@base
video, we perform a lookup using the codebook and
consider matches to all features withianits. This casts a
vote (in the space of the database video) for émter of
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Feature
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(b) (d)

Figure 6: lllustration of the matching process gdime Generalized Hough Transform. (a) F, show the location of 4 example
features calculated from the sketch video. Thedstaotes the center of action. (b) The codebaowitains the offset vectors for
each feature to the center of action. (¢)répresents one (of many) features calculated flmnest video. (d) For all the entries
in the codebook within some threshold distarcef F, (F;and R, in this case), we cast votes for potential theereof action
using those offsets and the location gf Fhis process is repeated for all of the featiméhe test video to find the areas with

(©

high accumulated votes.

action (see Figures 6.c and 6.d). For robustness,
employ a common trick where each detected featasésc
votes for a region (represented with a Gaussiathera
than a single pixel location. This procedure ilofeed
for all of the features in the database video dedviotes
are accumulated.
compare the number of votes for the highest peaotoe
pre-defined threshold, t, to determine if the videas a
match to the input sketch.

4. Results

We used the Inria XMAS Motion Acquisition
Sequences (IXMAS) dataset [12] to produce the tesal
this section. This data was collected by 5 calduia
synchronized cameras and contained various actor:
performing 13 different actions.We tested the system
using three sketches intended to represent kickewand
throw actions.
various actors performing these and other commamahu
actions from typical camera viewing angles. Fochea
input sketch, we calculated the matching scorealltof
the videos in the database. Figure 7 shows sarapidts
for each query. Each row shows the input sketah an
keyframe of one of the videos from the databas®. ebch
example, we show a keyframe of the highest scoiitigo
and 2 other (low-scoring) examples. In all of tasts, the
intended video was one of the top-scoring matchesut
input sketches.

5. Discussion

Sketches are an intuitive way of providing inputit b
they can be flawed, or, in the worst case, missapritive

%imitations

Our database contained examples o

if they do not properly portray the action that thser
intends. Unlike text-based approaches, which erlyibit
variability in the output, this method can introduc
variation in the input. So, the best strategyifiterpreting
the results of this work is not straightforward &ese it is

For each video in the database, wnot clear how to quantitatively assess how welketch

represents a specific action. Therefore, analyzimg
accuracy of the output is particularly difficult @ the
accuracy of the input is not known.

The method introduced in this paper represents a 3D
motion with a 2D sketch. There are inherent litiotas to
this approach. While a sketch can represent mdtiah
varies with multiple degrees of freedom, this methe
limited to succinct, atomic actions and restriciadthe
viewpoint. It may be possible to overcome soméhebe
by developing more sophisticated 2D
representations for common human actions. Whith su

€n approach may be less intuitive, it might alloseader

ersatility in the types of actions that can berespnted in
a sketch.

6. Conclusions and Future Work

We presented a method for the detection of human
actions based on input from a sketch. While treme
inherent limitations in using 2D sketches to sedoci3D
data, we feel that this approach can still be ustfu
domains such as athletics and surveillance wheréatige
qguantities of video data contain examples which ban
succinctly described by sketches with motion cuesture
directions include using tree-based approached) sisc
[13], for faster matching to a database or reaktwideo
feeds.
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Each row shows the input sketch andepresentative
keyframe from a database video. The color of thexlay represents the total votes for the centéh@fjuery action.

Figure 7: Results of comparing 3 input sketche$X®IAS videos.
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